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The Event Data and Delivery Services packages provides basic access to and decoding of the data as delivered to the flight computers by the Event Builder, so-called Event Builder Format. In addition it provides a framework for managing multiple event handlers.
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0 Introduction

0.0 EDS Constituents

EDS provides the following constituents
	Constituent
	Service

	libeds
	Event access, decoding and delivery

	libedsprint
	Dump routines to display the data


	libebio
	Routines to feed events from a file

	libedspbs
	Support services normally found in PBS

	libedsd
	A set of example routines


0.0.0 libedspbs

The constituent libedspbs bares a special mention here. Since EDS is exported to the offline world, a design goal was that EDS depends on as few packages as possible. The services in libedspbs will mirror a selected subset of those in PBS, making it unnecessary to include PBS as a dependency. Thus libedspbs supplies the needed functionality on host platforms, while the official PBS supplies this functionality on the embedded systems
. This makes the porting and maintenance issues in the offline world easier to address at the expense of increasing the cost of these two items in the FSW world.  
0.0.1 The Rest

Of these 5 constituents, only libeds is meant to be included in the flight build. This document currently only covers libeds. The DOXYGEN documentation found in the other constituents adequately describes their usage. The utitlity routines found in libedsd together with their ‘main’ programs, (ebf_print, ebf_sizes, etc),  are excellent source of examples for using libeds and libebfio.
0.1 Caveat

This document reproduces information taken from the C header files and C code modules for  informational purposes only. One should not code to this. The source code and DOXYGEN documentation is the correct reference guide for coding.

In many cases, the C header files define both a big and little-endian version of the data structure. For clarity, only the big-endian structure is shown in this document.

1 libeds

This is the main constituent of this package and is the only constituent likely to be included in the flight build. It is broken into the following major groupings
	Prefix
	Brief
	Detailed

	EBF
	Event Builder Data Structures
	Layout of the hardware data structures as presented in the data by the Event Builder

	EDA
	Detector and Data Attributes.
	Manifest constants describing the detector and the nature of its data

	ECR
	Calibration or geometry constants
	Layout of the calibration and geometric constants

	EDR
	Unpacked data record/routines
	Layout of the data structures and  the unpack routines fill them

	EDS_fw
	Event Deliver System Framework
	Provides a framework into which the user can plug in an event callback handler.


Each of these groups are discussed in the following chapters

2 EBF – Event Builder Format

The EBF grouping contains information that exists in other places in the FSW, but, due to the design goal of making this package as standalone as possible, it is replicated here. The major sections of the EBF grouping are
· Event shape and transport protocol data structures

· Event contributor specific data structures

· Event Builder Format utilities

· Includes packet reassembly

2.0 Background and References

This section assumes the reader understands 

· Events are presented as data packets 

· Events can contain more than one packet

· A complete event is composed of a header plus a number of contributors

· Each contributor has a generic header followed by contributor specific data

· The format of each contributor’s data

If these concepts are unfamiliar, the reader is referred to  

· LAT-TD-00860 – The LAT Communications Board, for questions on transport protocol

· LAT-TD-01545 – The GLT Electronics Module, for questions on the global trigger and the format of its data

· LAT-TD-01546 – The  Tower Electronics Module, for questions about the TEMs and the data format of its sub-contributors, the CAL and TKR

· LAT-TD-00639 – The ACD Electronics Modules, for questions about the AEM and the data format of the ACD.

These are all excellent documents. In places throughout this document, specific information from this document is used. The documents listed above always have the final say in case there are discrepancies between what is written here and what is in the document.

2.1 Event Shape and Transport Protocol
At the lowest level lie the definitions of the data structures describing the general shape of the data and the data transport protocol words. They are applicable either to a data packet as a whole or generically to any contributor. For example, the Event Descriptor Word is associated with a data packet, while the Event Builder Word and Event Summary Word compose the generic header present on each contributor to the event. 

Since these files’ main purpose is to define data structures, there is little to no .c code associated with them. At most, there may be a few C-style macros or inline routines to capture some of the common, but tedious and error-prone manipulations, e.g., reassembling the event sequence number in the Event Summary Word from the 2 lower tag bits and the upper 17 sequence bits.
The relevant files are
	EBF_edw.h
	Event Descriptor Word

	EBF_ebw.h
	Event Builder Word

	EBF_esw.h
	Event Summary Word

	EBF_cid.h
	Contributor Identifiers, that is the LATP node address

	EBF_ctb.h
	Generic Contributor

	EBF_pkt.h
	Packet as delivered by the LCB

	EBF_evt.h
	Event as delivered by the LCB


2.1.0 EBF_edw.h – Event Descriptor Word
This lays out the Event Descriptor Word as delivered to the LCB driver by the LCB board. The Event Descriptor Word is a bit of a misnomer since it really describes a data packet, not an event. The name is historical, having its roots in an era when all events consisted of precisely one packet and when the only data type delivered to the LCB’s ring buffer was of type event. The name remained even after hardware limitations forced events to be diced into packets and expanded capability allowed other types of data (namely CPU-to-CPU messages) to intermingle in the ring buffer.
The event descriptor word captures the following information

· The length of the packet

· The offset of the packet from the beginning of the ring buffer

· The status of the data transfer, i.e. any errors

For the most part the user only acts as a courier, receiving this word from the LCB driver and passing it onto other utilities that consume the necessary information.

The big-endian representation of this 32-bit data structure is

/* EBF Event Descriptor Word as bit fields                       */

typedef struct _EBF_edw_bf

{

  unsigned int    rstatus: 2; 

  /*!< receive status -- LATp error/status                       */

  unsigned int    xstatus: 3; 

  /*!< transfer status -- PCI error/status                       */
  unsigned int        len:10; 

  /*!< Length of packet, in units of 32-bit words                */

  unsigned int     offset:17; 

  /*!< Offset from circular buffer base address in 32-bit words  */

}

EBF_edw_bf;

/* 

 | EBF Event Descriptor Word as a union with 

 |   a) Uninterpretted 32-bit representation
 |   b) The bit field representation
*/
typedef union _EBF_edw

{

  unsigned int ui;  

  /*!< The event descriptor word as a 32-bit integer             */

  EBF_edw_bf   bf;

  /*!< The event descriptor word as bit fields                   */

}
EBF_edw;

2.1.1 EBF_ebw.h – Event Builder Word
This word is one of the two 32-bit words comprising the prefix/header of every data contributor. It consists of 2 pieces

· The 16-bit LAT protocol word

· The 16-bit word put on by Event Builder itself
At this layer of the software, the distinction between hardware origins of these 32 bits is superfluous.  Therefore, the two 16-bit pieces have been combined into one 32-bit word. This avoids endianness issues and somewhat simplifies the access to the subfields.

The most critical information in here is

· The source identifier of the contributor, e.g. GEM, AEM, TEM 0, etc, see EBF_cid.h
· Status bits and sequence information used to reassemble multi-packet events

The big-endian representation of the EBF event builder word data structure is

/* EBF Event Builder Word as bit fields                         */
typedef struct _EBF_ebw_bf

{

   /* LATp word                                                 */

   unsigned int    rsp:1; /*!< Boolean, was a response expected?*/

   unsigned int    dst:6; /*!< 6 bit LAT destination address    */
   unsigned int  proto:2; /*!< 2 bit LATp protocol              */
   unsigned int    src:6; /*!< 6 bit LAT source address         */
   unsigned int parity:1; /*!< Odd partiy of the header         */
   /* Event Builder Word Proper                                 */

   unsigned int    err:3; /*!< 3 bit contribution error         */
   unsigned int    seq:5; /*!< 5 bit contribution sequence

                               number                           */

   unsigned int    len:8; /*!< 8 bit contribution length,

                               in units of 128-bit cells        */

}
EBF_edw;

/* EBF Event Builder Word as the LATP word and the EBW proper   */
struct _EBF_ebw_us

{

  unsigned short int     latp; /*!< The LATp word               */

  unsigned short int     ebsw; /*!< The Event Builder proper    */

}

EBF_ebw_us;

/* 

 | EBF Event Builder Word as a union with 

 |   a) Uninterpretted 32-bit representation

 |   b) The LATp 16-bit word and the 16-bit EBW proper

 |   b) The bit field representation

*/

Typedef union _EBF_ebw

{

    unsigned int ui; /*!< As an unsigned int      */

    EBF_ebw_us   us; /*!< As 2 unsigned shorts    */

    EBF_ebw_bf   bf; /*!< As bit fields           */

}
EBF_ebw;

2.1.2 EBF_esw.h – Event Summary Word
This is second of the 32-bit words composing the prefix or header of every data contributor. It contains information carried by the original trigger message augmented with a small amount of contributor specific information.
This word determines the sequence number and the shape of the data contribution. In particular, it holds the following fields 
· The 17 bit trigger sequence number, presented as the 2 lower bits and 15 higher bits

· For TEMs/AEMs

· Whether the zero suppression is enabled

· Whether 4-range readout is enabled (CAL only)
· Whether the contributor has an error block

· Whether the contributor has a diagnostic block

The big-endian representation is

/* EBF Event Summary Word as bit fields                         */
typedef struct _EBF_esw_bf

{

  unsigned int       mb1: 1; /*!< Reserved, must be 1           */

  unsigned int calStrobe: 1; /*!< Calibration strobe flag       */
  unsigned int     seqlo: 2; /*!< Low piece of sequence word    */

  unsigned int      tack: 1; /*!< Internal trigger bit          */
  unsigned int     range: 1; /*!< 4 Range readout flag          */
  unsigned int  suppress: 1; /*!< Zero suppress flag            */
  unsigned int    marker: 1; /*!< Marker id value               */

  unsigned int    errblk: 1; /*!< Error block present           */

  unsigned int    dgnblk: 1; /*!< Diagnostic block present      */
  unsigned int       mbz: 4; /*!< Reserved, must be zero        */
  unsigned int     seqhi:15; /*!< Hi piece of sequence word     */
  unsigned int   trgperr: 1; /*!< Trigger message parity error  */
}

EBF_esw_bf;

/* 

 | EBF Event Summary Word as a union with 

 |   a) Uninterpretted 32-bit representation

 |   b) The bit field representation

*/

typedef union _EBF_esw

{

    unsigned int   ui; /*!< As an unsigned int                  */

    EBF_esw_bf     bf; /*!< As bit fields                       */

}

EBF_esw;
2.1.3 EBF_cid.h – Contributor Identifiers
This file contains an enumeration of the contributor identifiers. Although not mandated, in practice, these are numerically equivalent to the LATp node addresses. 

The contributor ids, their right justified bit offsets and in place masks are:

/* The Contributor Ids                                          */
typedef enum _EBF_CID_K

{

   EBF_CID_K_TEM =  0, /*!< Base TEM id                         */
   EBF_CID_K_GEM = 16, /*!< GEM id                              */

   EBF_CID_K_ACD = 17, /*!< ACD id                              */

   EBF_CID_K_MAX = 31, /*!< Maximum id                          */

   EBF_CID_K_CNT = EBF_CID_K_MAX+1  /*!< Count of all ids       */

}

EBF_CID_K;

/* The Contributor Ids as right justfied bit offsets            */
typedef enum _EBF_CID_V

{

   EBF_CID_V_TEM = 31-EBF_CID_K_TEM, /*!< Base TEM, right offset*/
   EBF_CID_V_GEM = 31-EBF_CID_K_GEM, /*!< GEM, right offset     */
   EBF_CID_V_ACD = 31-EBF_CID_K_ACD, /*!< ACD, right offset     */    

}

EBF_CID_V;

/* The Contributor Ids as inplace masks                         */
typedef enum _EBF_CID_M

{

   EBF_CID_M_TEM = 1<<EBF_CID_V_TEM, /*!< TEM base, inplace mask*/
   EBF_CID_M_GEM = 1<<EBF_CID_V_GEM, /*!< GEM, inplace mask     */

   EBF_CID_M_ACD = 1<<EBF_CID_V_ACD  /*!< ACD, inplace mask     */
}

EBF_CID_M;

2.1.4 EBF_ctb.h – Contributor Data Structure
This file defines a generic contributor as consisting of 

· A header composed of the Event Builder Word and Event Summary Word, followed by

· An unspecified 32-bit data array.

/* Contributor Header                                           */
typedef struct _EBF_ctbHdr

{

    EBF_ebw       ebw;  /*!< LATp cell + EBM word               */

    EBF_esw       esw;  /*!< Event summary word                 */
}

EBF_ctbHdr;

/* Generic Contributor                                          */
typedef struct _EBF_ctb

{

  EBF_ctbHdr      hdr;  /*!< The contributor header             */

  unsigned int dat[1];  /*!< The contributor data               */

}

EBF_ctb;

2.1.5 EBF_pkt.h and EBF_evt.h

These two files define the general structure of a data packet as delivered by the LCB into the CPU’s event ring buffer. The distinction between an EBF_pkt and EBF_evt is important only when dealing with multi-packet events. While all data packets are EBF_pkt structures, only the first data packet of a multi-packet event is an EBF_evt structure.

Both these consist of an 8 word header that is left unwritten to by the hardware. The driver reserves the last two words. The user is free to use the other six. However, the user should check that other higher level utilities that he may be using do not already claim these words as their own.

The individual contributors follow immediately after the header in the first packet in an event. A 16-byte restart cell follows immediately after the header in all but the first packet of a multi-packet event.
/* 

 | Packet Restart Cell

 |   1. Used on multi-packet events

 |   2. This is the first ‘contributor’ on subsequent packets

*/
typedef struct _EBF_pktRestartCell

{

  EBF_ebw         ebw;  /*!< LATp cell _ EBM word               */
  unsigned int mbz[3];  /*!< Three must be 0 words              */

}

EBF_pktRestartCell;
/* Event Builder Packet                                         */
typedef struct _EBF_pkt

{

  EBF_pktHdr      hdr;  /*!< The packet header                  */
  EBF_ebw         ebw;  /*!< The LATp and event builder word    */

}

EBF_pkt;

/* Event Builder Event Packet                                   */
typedef struct _EBF_evt

{

  EBF_pktHdr      hdr;  /*!< The standard packet header         */
  EBF_ctb         ctb;  /*!< The first contributor              */
}
EBF_evt;

2.2 Event Contributor Specific Data Structures
The next layer defines the layout of the data from the various contributors. Due to limitations in C and the complexity of the data, only the GEM and Monte Carlo contributor can be described completely with a traditional C data structure. The other contributors have fixed format headers, but the remainder of the data is accessed with help in the form of either C-style macros, inlines or routines. Material presented here mainly documents these helper functions. The bibles on the actual data format are in
· GEM, LAT-TD-01545
· TEM, LAT-TD-00605

· AEM, LAT-TD-00639

The format of the Monte Carlo contribution is not a hardware data structure and, so is defined in EBF_mc.h. For Monte Carlo generated files (usually via GLEAM using EBF_writer), the unused 6 words of the 8 word event header is used to store EBF_mc.
	EBF_gem.h
	GEM data contribution

	EBF_acd.h
	ACD data contribution

	EBF_tem.h
	TEM data contribution

	EBF_cal.h
	CAL data contribution of the TEM

	EBF_tkr.h
	TKR data contribution of the TEM

	EBF_mc.h
	Monte Carlo contribution


2.2.0 EBF_gem.h

The GEM contributor consists of the standard contributor header followed by a fixed number of 32 bit words whose structure is captured in this file.

The EBF GEM data contribution (the part after the header) is:

/* The ACD contribution to the GEM data block                    */
typedef struct _EBF_gemAcd

{

   unsigned int vetoes [4];  /*!< The ACD veto block             */
}
EBF_gemAcd;

/* The GEM contribution                                          */
typedef struct _EBF_gem

{

   unsigned int      thrTkr; /*!< ACD throttle and TKR 3-in-a-row 

                                  by tower                       */

   unsigned int     calHiLo; /*!< CAL HI and CAL LO by tower     */
   unsigned int  condsumCno; /*!< Condition Summary + CNO vector */
   EBF_gemAcd           acd; /*!< The ACD GEM block              */

   unsigned int    livetime; /*!< The livetime in clock ticks    */
   unsigned int   prescaled; /*!< # of evts pitched by prescalar */                     

   unsigned int   discarded; /*!< # of evts discarded by busy    */
   unsigned int        sent; /*!< Count of trigger requests sent */
   unsigned int     trgtime; /*!< 20MHz counter at trigger time  */
   unsigned int     ppstime; /*!< 20MHZ counter last PPS         */
   unsigned int deltaWinEvt; /*!< Delta time between last

                                  window/event                   */

}

EBF_gem;

2.2.1 EBF_acd.h

The ACD data consists of 1 block of identically formatted data per active data cable. Each of the up to 12 data cables can services 18 channels. The data block captures 3 specific pieces of information

· 18-bit mask of which channels had hits

· 18-bit mask of which channels had a PHA accept 

· 16 bits of ADC information, 1 word for each PHA accept bit

In addition, miscellaneous control bits are intermixed throughout these blocks. Perhaps of most interest is the cable identifier. Since the cable readout order is fixed, in the flight code, this value may be treated as a constraint. That is, if the cable identifier is not as expect, then the ACD contributor is in error. In more informal test situations, where not all cables may be present, the identifier may be treated as the truth, thus avoiding having any preconceived notion of which cables are actually present.
The structure of the ACD data cannot be simply represented as a C structure. While the fixed length header for each cable can be represented as a simple C structure and thus be presented here, doing so does not really help in understanding the data. At this point, the interested reader must invest the intellectual capital to understand the code. This statement is also true of the remaining structures; they are too difficult to describe simply here.
2.2.2 EBF_tem.h

The TEM contributor consists of the standard contribution header followed by CAL (EBF_cal.h) and TKR (EBF_tkr.h) data. In addition, if the Event Summary Word so directs it, the TEM will add a diagnostic contribution consisting of a combined CAL and TKR portion after the TKR data. If, during the production of the data, the TEM encounters an inconsistency or protocol violation, an error block is added, with its presence being noted in the Event Summary Word. Most of this file is devoted to laying out the contents of this diagnostic and error data.
2.2.3 EBF_tkr.h
The TKR data is far and away the most complicated. Not only are there two variable length blocks, the TKR manages to combine non-intuitive readout orders (dictated by the hardware) and data units of non-natural widths (dictated by bandwidth constraints) in a ghastly mix. 
In addition to the standard contribution header, the TKR data consists of

· 72 bits of layer hit masks, arranged in 8 x 9-bit masks

· A vector of 12-bit strip numbers, terminated with a 1 in the most significant bit of the last strip of a given layer

· A vector of 8-bit TOT values, one for each struck bit in the 72-bit layer mask

· A potential error block

Needlessly to say, walking through the TKR is anything but a walk. What is provided in this file are macros and inline routines to take some of the tedium and error-proneness out of user code. For example, there are macros that consume the 72-bit layer hit mask and produce an ordered array of which physical layers have been hit. Still even, with help, writing a robust, correct and efficient decoder for the TKR data is an adventure.
2.2.4 EBF_cal.h

While the CAL data format cannot be captured in a static C structure, it is conceptually simple, consisting of the standard contributor header followed by

· A 32-bit word containing 8 nibbles, where each nibble represents the number of logs hit of a given layer. The least significant nibble represents layer 0.
· A variable length array of 32-bit words, one for each log hit. This gives the A and B side PHAs and ranges (14 bits each) plus the log’s column number (4-bits).

In addition to mapping out the format of each word, two inline routines are provided

· EBF__calLogCnt, computes the total number of struck logs by using a very efficient algorithm to sum the 8 nibbles in the first word.

· EBF__calAutoRange, emulates, in software, the hardware’s algorithm to select the correct PHA when the CAL is in not in auto range mode.

The presence of the EBF__calAutoRange points out one of the complications of the CAL data. As order by the trigger, the CAL may readout in different modes. Two orthogonal bits control these modes
· Suppress AUTO-RANGE

· Disable ZERO SUPPRESSION

Only the first changes the shape of the data. While disabling the zero suppression does not change the shape of the data, it does drastically change the amount and character of the data. For example, if one is expecting all the data to be above pedestal as it should be with zero suppression enabled, handling data with zero suppression disabled could lead to surprises.

2.2.5 EBF_mc.h

Technically this is not a standard contribution and is certainly not part of the flight system. Rather it is a tricky use of the 8 word prefix area that precedes each event. 

In order to study physics analysis routines, it is traditional to pack away some Monte Carlo truth information. The six free words of the prefix area are used for this purpose. This file maps out its usage and is present if and only if GLEAM is the data source.
typedef struct _EBF_mc

{

  unsigned int         seq; /*!< The Monte Carlo sequence number*/
  unsigned char        src; /*!< The source type                */
  unsigned char       tile; /*!< The first ACD tile             */

  unsigned short     rsvd0; /*!< Reserved                       */
  unsigned short       dec; /*!< Declination                    */
  unsigned short        ra; /*!< Right Ascention                */

  unsigned short       phi; /*!< LAT relative Phi               */
  unsigned short     theta; /*!< LAT relative Theta             */
  unsigned short obsEnergy; /*!< The observed energy            */

  unsigned short actEnergy; /*!< MC energy of the primary       */
  unsigned int       rsvd1; /*!< Reserved, nibbles of 1s        */
  unsigned int       rsvd2; /*!< Reserved, nibbles of 2s        */
  unsigned int         edw; /*!< Event descriptor word          */
}

EDS_mc;

2.3 Event Builder Utility Routines
The highest level of the EBF files consists of specialized routines used to locate and access the Event Builder Formatted data 

	EBF_gemLocate.h
	Locates the GEM contributor

	EBF_calEnergy.h
	Interface to the routines that computes the total and layer-by-layer energy in the CAL

	EBF_calEnergy.c
	Routines that computes the total and layer-by-layer energy in the CAL.

	EBF_siv.h
	Interface to State Information Vector facility

	EBF_siv.c
	Implementation of the State Information Vector facility

	EBF_dir.h
	Interface to the Event Directory facility

	EBF_dir.c
	Implementation of the Event Directory facility 


2.3.0 EBF_gemLocate.h
This file contains one inline function

const EBF_gem *EBF__gemLocate (const EBF_evt *evt);
that verifies the GEM contribution is the first contributor of an event and, if so, returns a pointer to the EBF_gem contributor.
2.3.1 EBF_calEnergy.h and EBF_calEnergy.c

This file contains to the prototypes and the implementation of routines that compute the total and layer-by-layer energy in the calorimeter.

unsigned int EBF_calEnergyDirSum (unsigned int  elayers[8],

                                  const EBF_dir       *dir,

                                  const ECR_cal *constants);
unsigned int EBF_calEnergyEvtSum (unsigned int *elayers[8],

                                  int                 size,

                                  const EBF_evt       *evt,

                                  const ECR_cal *constants);

While this same information could be obtained with the CAL unpacking routines, EDR_cal.h and EDR_cal.c, these routines provide a bare-bones and, thus more efficient method that will suffice in many cases. The latter routine is particularly simple, but can be employed only on events consisting of one and only one packet. The former routine can be used on multi-packet events but demands that a directory of the event be formed, see 2.5
2.4 EBF_siv.h and EBF_siv.c

Because events can span packets, each event or packet no longer stands by itself. State information needs to be preserved from one packet to the next. The packet state information consists whether the previous packet was
· The first packet in the sequence

· The middle packet in the sequence

· The last packet in the sequence 

plus the previous packet’s sequence number. This information, combined with the next packet’s Event Descriptor Word, see EBF_edw.h, and Event Builder Word, see EBF_ebw.h,  advances the state. This facility also checks for consistency. In particular, the sequence number must match what is expected. For example, if the previous packet was the last packet of an event, the sequence number must be 0. If the previous packet was not the last packet of an event, it must be 1 greater (in a modulo 31 sense) than the previous.

While all this information is made public in the EBF_siv structure, they user is encouraged to use inline routines to extract the more commonly used information
static __inline int EBF__sivIsFirst       (EBF_siv        siv);

static __inline int EBF__sivIsNotFirst    (EBF_siv        siv);

static __inline int EBF__sivIsMid         (EBF_siv        siv);

static __inline int EBF__sivIsFirstOrLast (EBF_siv        siv);

static __inline int EBF__sivIsLast        (EBF_siv        siv);

static __inline int EBF__sivIsMore        (EBF_siv        siv);

static __inline int EBF__sivIsList        (EBF_siv        siv);

static __inline int EBF__sivIsOnly        (EBF_siv        siv);

static __inline int EBF__sivIsLastSeq     (EBF_siv        siv);

The routines to initialize and update the State Information Vector are

extern   EBF_siv    EBF_sivInit           (void);

extern   EBF_siv    EBF_sivUpdate         (EBF_siv        siv,

                                           unsigned int   edw,

                                           const EBF_pkt *pkt);

2.5 EBF_dir.h and EBF_dir.c
This facility composes a random access directory to the various contributors to an event. It works on both single packet events and on multi-packet events. In addition, it provides an efficient means to reassemble contributors that are split across packet boundaries.
The routines to compose the directory and reassemble the packets are 

  extern int EBF_dirCompose         (EBF_dir          *dir,

                                     unsigned int pktBytes,

                                     EBF_pkt          *pkt,

                                     int               siv);

  extern int EBF_dirReassemble       (EBF_dir         *dir,

                                      unsigned int    cids);

  extern int EBF_dirCalTkrReassemble (EBF_dir         *dir,

                                      unsigned int   ctids);

Note that the routine to compose the directory takes as input a State Information Vector. This allows it to correctly construct a directory when the event consists of multiple packets.
The EBF directory structure is a public structure. However, in many cases, inlines or C-style macros should be used to access the information. The data structure is
typedef struct _EBF_dir

{

  EBF_dirCtbDsc  ctbs[32]; /*!< Array of contributor descriptors */

  EBF_dirAuxDsc  auxs[16]; /*!< Array of auxillary descriptors   */

  EBF_evt            *evt; /*!< Pointer to the parent event      */

  EBF_pkt            *pkt; /*!< Pointer to the last packet       */

  unsigned int       cids; /*!< A bit mask of the contributors   */

  unsigned char     ncids; /*!< Number of contributors           */

  unsigned char      rsvd; /*!< Reserved                         */

  unsigned short  cal4ids; /*!< Bit maks of CAL 4-range towers   */

  unsigned int      ctids; /*!< Bit mask of CAL/TKR twr ids      */

  unsigned int diagErrIds; /*!< Bit mask of Diagnostic/Err blocks*/   

  EBF_dirTruncated 

                truncated; /*!< Information on trunctated events */

}

EBF_dir;

In particular, the user is discouraged from directly accessing EBF_dirTruncated. In C++ lingo, this should be thought of as a private data member. It is not discussed in this document.
2.5.0 The Big Picture

Ignoring details and complications like multi-packet events, the directory service’s main product is the array of contribution descriptors, ctbs. The following bit masks and status words determine whether various components are present.
	cids
	Bit mask of which contributors are present, e.g. GEM, AEM, TEM n

	ncids
	Count of the number of contributors present

	cal4ids
	Bit mask indicating which CAL sub-contributors are in 4-range readout. Given that this bit is commonly sourced from the trigger message, either all or none of these bits should be set.

	ctids
	The juxtaposition of 2 16-bit masks. The higher order 16 bits indicate which CAL sub-contributors are present. The lower order 16 bits indicate which TKR sub-contributors are present

	diagErrIds
	The juxtaposition of 2 16-bit masks. The higher order 16 bits indicate which TEM contributors have a diagnostic block present. The lower order 16 bits indicate which contributors have their error contributions present.


In all cases, these masks are left justified with the most significant bit associated with the zero’th component. For example, the MSB of the cids field corresponds to contributor id 0, i.e. TEM 0. The masks are designed this way for easy use with the FFS (Find First Set) routines. 
2.5.0.0 EBF_dirCtbDsc, The Contribution Descriptor
The EBF directory facility manages a contribution descriptor for each contributor present in an event. The contribution descriptor provides information needed to locate the contribution and, for TEM contributors only, their sub-contributors, i.e. the CAL and TEM data blocks.

The contribution descriptor is defined as
typedef struct _EBF_dirCtbDsc

{

    unsigned char       cid; /*!< The contributor's id           */
    unsigned char    logcnt; /*!< The number of struck CAL logs. 

                                  This does not include a factor 

                                  of 4 if the range bit is set 

                                  nor does it include the count

                                  word itself. This word is 

                                  meaningful only for TEM

                                  contributors                   */
    unsigned short int

                     tkroff; /*!< The offset, in bytes, from                             

                                  the beginning of the                                           

                                  contribution  i.e. from ctb
                                  of the TKR data. This word 
                                  is meaningful only for TEM 
                                  contributors                  */

    EBF_ctb            *ctb; /*!< Start of the contribution     */
}
EBF_dirCtbDsc;

While the total length of the contribution can be extracted from the EBF_ctb structure and the offsets to the CAL and TKR sub-contributions can be calculated using this structure, the user is encouraged to use the following inline routines.  
  static __inline int 

           EBF__dirCtbLen        (const EBF_dirCtbDsc *ctbDsc);

  static __inline EBF_cal 

           *EBF__dirCtbCalLocate (const EBF_dirCtbDsc *ctbDsc);

  static __inline EBF_tkr 

           *EBF__dirCtbTkrLocate (const EBF_dirCtbDsc *ctbDsc);

Using these routines will afford the user compile time protection from future changes to the exact way packets are reconstructed.
2.5.1 EBF_dirAuxDsc, The Auxiliary Contribution Descriptor

In addition to the contribution descriptor structure, the user may occasionally wish to fill in an auxiliary descriptor block which is associated with TEM contributors only.  This block is useful when the contributor contains either or both the TEM diagnostic contribution or the TKR error contribution.
The structure is:
typedef struct _EBF_dirAuxDsc

{

  unsigned short int tkrLen; /*!< Length of the track contribution,

                                  in bytes. Rounding this to the 

                                  nearest 4 byte boundary locates

                                  the diagnostic or error block  */

  unsigned short int errLen; /*!< Length of the error contribution,

                                  in bytes                       */

}

EBF_dirAuxDsc;

Due to the expense of obtaining this information
, this block is not automatically filled. Rather, routines to calculate these values and set them are provided.

  static __inline void EBF__dirAuxTkrLenSet (EBF_dir *dir,

                                             int   temNum,

                                             int   tkrLen);

  static __inline void EBF__dirAuxErrLenSet (EBF_dir *dir,

                                             int   temNum,

                                             int   errLen);

  static __inline void EBF__dirAuxDscSet    (EBF_dir *dir,

                                             int   temNum,

                                             int   tkrLen,

                                             int   auxLen);

2.5.2 Packet Reassembly

The packet reassembly algorithm used here is the bare minimum that is useful. It is built on the assumption that all that is necessary is that a contributor, or in the case of a TEM contributor, its sub-contributors (the CAL and TKR) are contiguous in memory. It also affects only those contributors or sub-contributors specified by the user. This latter functionality is exposed by providing an argument to the reassembly routines indicating precisely which components should be reassembled. The routines are constructed in such a fashion that the user need not know which components are split nor even which have already been reassembled. Once all packets of an event have been committed via EBF_dirCompose, the reassemble routines maybe called.  

In an effort to gain efficiency and avoid allocating resources to hold the reassembled event, the reassembly is done in place. This has two unpleasant side effects
· The original data is overwritten

· The EBF_evt cannot be specified as const

Certainly the former is the more serious offense. While not a great solution, the internal data structures have been designed such that, if it is necessary, the original data can be exactly reproduced.
3 EDA – Event Detector/Data Attributes
This grouping consists of the following set of files

	EDA_acd.h
	ACD related constants

	EDA_cal.h
	CAL related constants

	EDA_tkr.h
	TKR related constants


There is no active code associated with this grouping. It sole purpose is to define the constants related to the various detector and data components.
3.0 EDA_acd.h

This file currently describes the shape of the ACD data, with constants giving the number of cables in the ACD, the number of channels per cable, etc.

3.1 EDA_cal.h

This file describes the shape of the CAL data, with constants giving such things as the logs/layer, the layers/tower, logs/LAT, etc
3.2 EDA_tkr.h

This file describes the shape of the TKR data, with constants giving such things as the maximum number of strips that can be readout per layer_end, the maximum number of strips that can be readout per layer,  layers/tower, etc.

4 ECR – Event Calibration Records
This grouping consists of the following file
	ECR_cal.h
	CAL related constants

	ECR_cal.c
	Utility routines to manage the CAL calibration constants


Conspicuous by their absence are calibration constants for the ACD and TKR. Both are absence for entirely different reasons.

For the ACD, one might expect to find constants would that would be used to convert raw ADC values into some physics units like MIPs. Currently there is no on-board use for these calibrations constants.  If the need does arise in the future, a file called ECR_acd.h will be created to organize this information.

For the TKR, one might expect to find constants giving the detailed description of the geometry, defining such things as pitch spacing, inter-layer spacing, etc. In this case, as opposed to the ACD case, there is a real need for these numbers, but the usage needs to be so highly optimized, that it was deemed beyond the scope of this layer of software. The fate of the TKR TOT calibration constants closely mirrors that of the ACD constants. That is, at this time there is no need for these in the on-board code. If the need for these does arise in the future, a file called ECR_tkr.h will be created to organize this information.
4.0 ECR_cal.h

This file contains the layout of CAL calibration data. It has been deemed sufficient to reduce this set of numbers to a simple 16-bit pedestal and gain for each readout channel. Calibration constants used to model the light asymmetry are not used on-board so there is no corresponding data structure to hold them. 
Given each log end has 4 readout channels and there are 2*16*96 log ends, this implies 12,288 sets of such constants. At 4 bytes per channel (2 bytes each for the pedestal and gain), the CAL calibration data consumes 49,152 bytes of storage. 

This file also defines the internal energy units. For performance reasons, all calculations are carried out in 32-bit integer arithmetic. In order to optimally match dynamic range and resolution without overflowing the finite arithmetic, an internal energy unit, called an LEU (for LAT Energy Unit) is used. For reference purposes only, an LEU is  .25 MeV.
4.1 ECR_cal.c

The only functionality currently provided is to fill the CAL calibration constants with a set of default values. These values are the ones used by GLEAM. For reference purposes only these numbers are
	RANGE
	PEDESTAL
	MAXIMUM VALUE

	0
	100
	205 MeV

	1
	100
	1640 MeV

	2
	100
	13123 MeV

	3
	100
	104986


Both the A and B log ends use identical numbers in this highly idealized set of constants.
In the future, one expects to get these numbers from an on-board file. When the format of such a file is known, a new routine will be added to ECR_cal.c to read this information from the file into memory. 

5 EDR – Event Data Records
This grouping consists of the data structures to hold the unpacked data and the routines to fill those data structures. 
While the format of data coming out of the Event Builder and delivered to the CPU via the LCB is well-defined and fixed, it has been optimized for size, not speed or easy access. These data structures are but one of myriad of possible ways the data can be arranged for easier user access. Thus, this grouping represents the first instance in EDS where real design choices had to be made. The data structures in the previous groupings are barely more than mapping out hardware structures. About the only design choice is what names to use. 
Because there are many choices, this collection of data structures and routines is named, not after the source data format (EBF), but rather after the target data format (EDR). Thus, by not usurping the EBF prefix, one is tacitly admitting to alternate unpackers.
The guidelines in choosing this particular representation gave equal weight to decoding efficiency and speed of access, and less weight to memory consumed and programming ease. Another design guideline was that the original data code be recoverable, possibly after some computation, from these structures. As will be seen, this is true for all but the CAL data.
The relevant files are

	 EDR_gem.h
	GEM unpacked data structure

	EDR_acd.h
	ACD unpack data structure and interface

	EDR_acd.c
	ACD unpack routine

	EDR_cal.h
	CAL unpack data structure and interface

	EDR_cal.c
	CAL unpack routine

	EDR_tkr.h
	TKR unpack data structure and interface

	EDR_tkr.c
	TKR unpack routine


5.0 EDR_gem.h

Because of the very simple nature of the GEM data, there is currently no distinction between the GEM data structure as defined in EBF_gem.h and the one defined here. However, providing this data structure allows for both consistency and the possibility that in the future these two may diverge.
5.1 EDR_acd.h and EDR_acd.c

These files define the ACD in-memory structure for the unpacked data and the routine that does the unpacking. The unpacking routine prototype is
extern int  EDR_acdUnpack (EDR_acd *acd, const EBF_dir *dir);
where 

· EDR_acd is a pointer to the data structure to be filled, see EDR_acd – Data Structure Design, and 

· EBF_dir, is the complete event directory structure, see EBF_dir.h and EBF_dir.c.
5.1.0 EDR_acd – Data Structure Design
ACD data appears in two places, with two different organizations. ACD data coming from the AEM, is organized by electronics readout. ACD data in GEM is organized geographically. The choice of organizing the ACD data as in the GEM was driven by the fact that there were more bits in the GEM data. Of course each system describes the same number of ACD tiles, but any data representation had to admit to handling rogue data, so the only real choice was to pick the larger of the two.

The data structure is presented below.

typedef struct _EDR_acd

{

    unsigned int       status;

    unsigned int       start_parity;

    unsigned int       unmatched_parity; 

    unsigned int 
             hits    [EDA_ACD_SIDE_K_CNT][EDA_ACD_LIST_K_CNT];

    unsigned int  
             paccepts[EDA_ACD_SIDE_K_CNT][EDA_ACD_LIST_K_CNT];

    unsigned int 

             naccepts[EDA_ACD_SIDE_K_CNT][EDA_ACD_LIST_K_CNT];

    unsigned short int cables;

    unsigned short int  nphas;

    unsigned short int 
             phas    [EDA_ACD_SIDE_K_CNT*EDA_ACD_LIST_K_CNT*32];

    unsigned short int 

             uphas[EDA_ACD_K_NCHNS_PER_BRD*EDA_ACD_K_NBRDS];

}
EDR_acd;
For reference purposes only 

· EDA_ACD_SIDE_K_CNT, is the count of the number of readout sides to the ACD. There are two, referred to as 

· EDA_ACD_SIDE_K_A and 

· EDA_ACD_SIDE_K_B

· EDA_ACD_LIST_K_CNT is the count of the number 32-bit wide lists. There are four referred to as

· EDA_ACD_LIST_XZ, the ACD tiles residing in the XZ plane

· EDA_ACD_LIST_YZ, the ACD tiles residing in the YZ plane

· EDA_ACD_LIST_XY, the ACD tiles residing in the XY plane, commonly called the top plane

· EDA_ACD_LIST_RU, the ACD ribbons and unused ACD electronics channels

The field members are

· status - This is a simple field holding either all 0’s or all 1’s. All 0’s indicate that the ACD data could be successfully traversed. All 1’s indicate that it could not. Note that this does not say anything about the internal integrity or consistency of the ACD data.

· start_parity - This is a 32-bit field, composed of two 16-bit subfields. Each 16 bit field has only its lower order 12 bits defined. The higher order field indicates which of the 12 cables had their start bit missing, while the lower order field indicates which cables had parity errors in their fixed sized headers. In both cases, cable 0 is represented by the least significant bit. A value other than 0 in this word indicates a problem.

· unmatched_parity - This is a 32-bit field, composed of two 16-bit subfields. Each 16 bit field has only its lower order 12 bits defined. The higher order field indicates which cables have unmatched PHA values. An unmatched PHA value occurs if the number of bits in the paccept mask does not match the number of terminator bits encountered when decoding the PHA data. Such a mismatch casts doubt on the integrity of the entire event. The lower order field summarizes whether any PHA value serviced by a particular cable had a parity error. Such a parity error impacts only the PHAs actually having a parity error. The impact of the data is thus limited to the impact of the use of the offending PHAs.
· hits - This field is a bit array reflecting the status of the hit discriminators for each of the tile ends. The mapping of the bits to tiles is as given in the GEM contribution. There are 256 such bits, broken roughly into the 2 sides (128 bits apiece).. The bits fall into three categories
· Those connected to ACD electronics channels which are connected to actual tiles. There are 97 such channels per side; 25 (Top Plane) + 64 (4 Side Planes) + 8 (Ribbons) 
· Those connected to ACD electronics channels which are not connected to actual tiles. There are 11 such channels per side, coming from the difference of the total number ACD electronics per side (108, from 6 cables * 18 channels per cable)  and the 97 actual tiles per side.
· Those connected to nothing; There are 20 such channels per side, coming from the difference of the 128 available bits per side and the 108 available electronics per side.
· paccepts -This field is a bit array reflecting the status of the PHA-accept discriminators for each of the tile ends. Each bit set in this bit array indicates the presence of  a corresponding PHA value. Only those channels with a corresponding PHA are include in this mask. The mapping and meaning of these bits exactly parallels the hits. 

· naccepts - This field is a bit array reflecting the status of the PHA-accept discriminators for each of the tile ends that had no corresponding PHA value. The mapping and meaning of these bits exactly parallels the hits.  In a properly functioning system, this array should be exactly 0.

· cables - This is a bit mask representing which of the 12 cables were represented in the data. Note that this does not mean the contributed any non-empty data, but merely that the responded.  In a properly functioning flight system, the low 12 bits of this field should always be set.

· nphas - This field indicates the actual number of PHAs encountered.  This number may be more or less than the number bits set in the paccepts + naccepts array. In a properly functioning system this number should precisely match the number of set bits in the paccepts array, which, by implication means that the naccepts array is empty.
· phas - The array of PHA values having a matching bit in the paccepts array. This is an random access array addressed by ACD side and channel. Only those entries with a corresponding set bit in the paccepts array are valid.

· Uphas - The array of PHA values having a matching bit in the naccepts array. This is an random access array addressed by ACD side and channel. Only those entries with a corresponding set bit in the naccepts array are valid. In a properly functioning system the naccepts array should be precisely 0, and thus, there should be no valid entries in this table.

5.1.1 ACD Sample Event

Here is a dump of a random event with its ACD unpacked. 

 Event Sequence  Number =      0 Size =   2976

 ---------------------------------------------

 ACD Record

 ----------

 Missing Start Bit:  0000    Header Parity Errors : 0000

 PHA Unmatched    :  0000    PHA    Parity Summary: 0000

    ACD   hits    :  00008100 00400000 00002008 00000002

                     00008100 80400000 00002008 00000000

    PAccepts      :  0000b100 90400000 00022008 00000042

                     00008108 90400000 00003208 00000042

    NAccepts      :  00000000 00000000 00000000 00000000

                     00000000 00000000 00000000 00000000

 Number of PHAs   :        24

  XZ PhaA PhaB   YZ PhaA PhaB   XY PhaA PhaB   RU PhaA PhaB

 --- ---- ----  --- ---- ----  --- ---- ----  --- ---- ----

 230 005e 0060  330 003a 0046  032 0018       611 001b 003c

 223 0021       322 001c 0029  023 0088 0097  601 003c 0027

 222 0042       311 004a 004b  022      001b

 213 007b 0091                 014      0025

 203      0016                 003 0072 
One notes the following

1. No missing start bits.
2. No header parity errors.
3. No cables with unmatched PHAs.
4. No cables with PHAs having a parity error.
5. A fairly large (by ACD standards) number of ACD hits.
6. A somewhat larger number of PHA accepts, reflecting the slightly lower threshold of the accept discriminator.
7. For the most part, the A and B hits and PAccepts match

8. The hex values of the PHA values of the struck tiles. The addressing nomenclature is that of the offline, which is encoded as a 3 digit decimal (of all things) number. The digits are face:row:column.
5.1.2 EDR_cal.h and EDR_cal.c
These files define the ACD in memory structure for the unpacked data and the routine that does the unpacking. The data can be unpacked with one of the two functions.
extern int  EDR_calUnpack       (EDR_cal             *clr,

                           const EBF_dir             *dir,

                           const ECR_cal       *constants);

extern int  EDR_calRawUnpack    (EDR_cal             *clr,

                           const EBF_dir             *dir);

extern int  EDR_calUnpackSizeof (void);

The difference is in first case, PHA/ADC values are unpacked and converted to energies. In the latter case, only the log addressing information is unpacked.  This latter case may be useful when one is repackaging the data for shipment.
As mentioned in the introduction to this section, this is the one subsystem that does not follow the design guideline of being able to recover the original data from the unpacked data. EDR_calUnpack violates this guideline because the only way to do obey this guideline for the CAL is to copy the original data. If that is what the user wishes to do, it is easy enough for him to it without saddling the unpacker with this, in many cases, unwanted task.
The data structures are organize along the physical layout of the CAL. That is, there are data structures defining
· A layer as a collection of logs

· A tower as a collection of layers

· A calorimeter as a collection of towers

Each of these data structures will be described in the next sections. The language will be as though these structures where being filled by EDR_calUnpack, not EDR_calRawUnpack.

Note that the function EDR_calSizeof returns the size, in bytes, of a EDR_cal structure. This is provided for two reasons

· For those users who wish to insulate themselves from the structure itself, but may need to allocate one

· To remind the user that, because of finite stack sizes in the embedded system it not a good idea to declare this object on the stack. Exceeding the stack allocation causes stack overwrites, causing very large headaches.

5.1.2.0 EDR_calTower

Each CAL tower is described by the following data structure.
typedef struct _EDR_calTower

{

    unsigned char tower; /*!< Tower number                      */
    unsigned char flags; /*!< Indicates degree of unpacking     */
    unsigned short int

               layerMap; /*!< Bit map, struck layers this tower, 

                              MSB = layer 0  */

    int          logCnt; /*!< Log count, this layer             */
    unsigned int

              layerCnts; /*!< # of logs in each layer counts 

                             (4 bits/per layer, least 

                              significant nibble is Tower 0).

                              This is a copy of the word in

                              EBF_cal data                     */
    EDR_calColumnMap

              colMap[8]; /*!< Bit map of struck logs by layer,

                              MSB = column 0                    */
    const unsigned int

                  *data; /*!< Pointer to the EBF cal data,
                              valid if and only calibration 
                              constants used                    */
    int          energy; /*!< Total energy in this tower        */
    const int

           *logEnergies; /*!< Log energies for tower arranged 
                              A, then B. This is a dense array

                              accessed sequentially by the first

                              log of the first layer hit        */
    Int layerEnergies[8];/*!< Energy by layer                   */
}
EDR_calTower;

5.1.2.1 EDR_calLat.h

The entire calorimeter is defined by 

typedef struct _EDR_cal

{

    int             logCnt; /*!< Total number of CAL logs struck */
    int             twrMap; /*!< Map of the hit towers           */
    EDR_calTower  twrs[16]; /*!< The 16 towers                   */
    int             energy; /*!< Total energy in CAL             */
    int   layerEnergies[8]; /*!< Energy by layer                 */
    int logEnds[16*8*12*2]; /*!< Storage for the calibrated logs */
}

EDR_cal;
All bit maps are left justified with the MSB representing the zero’th object. Note that the energies associated with the log ends are stored in a common array located in this structure. The tower structures contain a pointer to their data. The access is serial, that is the first hit log on the first hit layer goes into the array, followed by the next hit log, etc.
5.1.2.2 Example Usage

Rather than painstakingly documenting each field, an example is provided. In order to keep the example clear, many details have been omitted, i.e. this is not, nor was it meant to be, a compilable piece of code.
Assuming a single packet event, here is an example that would print the tower, layer, column and energy (in LEUs) for each struck log in an event.
/* Compose the directory */

EBF_dirCompose (dir, npkt_bytes, pkt, siv); 

/* Unpack the CAL */

EDR_calUnpack  (cal, dir, cal_constants);

/* Loop over the struck towers */

struck_towers = cal->twrMap;

while (struck_towers)

{

    /* Find the next tower struck and eliminate it from the list */

    tower         = FFS           (struck_towers);

    struck_towers = FFS_eliminate (struck_towers, tower);

    struck_layers = EDR_CAL_TOWER_LAYMAP_JUSTIFY 
                       (cal->twrs[tower].layerMap);
    energy        = cal->twrs[tower].logEnergies;

    /* Loop over the struck layers in this tower */

    while (struck_layers)

    {

        /* Find the next layer struck and eliminate from the list*/

        layer          = FFS           (struck_layers);

        struck_layers  = FFS_eliminate (struct_layers, layer);

        struck_columns = EDR_CAL_TOWER_COLMAP_JUSTIFY  

                        (cal->twrs[struck_columns].colMap[layer]);

        /* Loop over the struck columns in this layer */

        while (struct_columns)

        {

           /* Find the next column struck and eliminate from list*/

           column         = FFS           (struck_columns);

           struck_columns = FFS_eliminate (struck_columns,

                                            columns);

           printf (“Energy[tower=%2d][layer=%1d][column=%2d][0:1]”

                   “ %10u:%10u\n”, 

                   tower,

                   layer,

                   column,
                   energy[0],
                   energy[1]);

           energy += 2;

         }

      }

   }

A couple of things to note

· The use of the EDR_CAL_TOWER_LAYMAP_JUSTIFY and EDR_CAL_TOWER_COLMAP JUSTIFY.  This relieves the user of having to understand the justification of these fields when they are extracted to a 32-bit word. (Welcome to big-endian machines where this kind of thing is important.)

· The use of FFS and FFS_eliminate to scan through a bit list

· The fact that the energy array in a tower is stored in a dense fashion. The other choice was to store it in as a random access array, using the tower, layer, column and log end as indices. Perhaps this would have been a better choice.

5.1.3 EDR_tkr.h and EDR_tkr.c
The tracker unpacking is complicated by many factors, not the least of which is that it is just a plain hard and time-consuming process. The design of the overall structure is driven by the needs of its two main customers, the TKR pattern recognition and TKR output formatting routines. Since the TKR pattern recognition is such a time-consuming process, specific features to support the pattern recognition have been built into EDR_tkr. To support output formatting, enough information has been included to be able to recover the original data. This saves unpacking the TKR data again if the data is to be written out.

5.1.3.0 Efficiency Issues

To address the time-consuming part, two tactics have been adopted
· The unpacking routine is written in a very efficient manner

· One is allowed to unpack only those towers of interest

While the first point is transparent to the user, the second point is not. In many cases the user is not interested in unpacking all the tracker towers, having assembled, via some means, a set of interesting towers. To that end, the unpacking routine supports one additional argument not found on the CAL, a bit list of which towers to unpack the strips in and a bit list of which towers to unpack the TOTs in. 
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	The TOT list must be a subset of the strip set. Towers specified in the TOT set, but not in the strip set will not have their TOTs unpacked. There is a good practical reason for this; it’s too hard to just unpack the TOTs without effectively unpacking the strips.


The user is allowed to call the EDR_tkrUnpack multiple times, presumably each time with a different set of target towers. The routine will only unpack a given tower once until it is reset (presumably on a new event). 

5.1.3.1 Call Interface

The call interface to support this functionality is:
extern int  EDR_tkrUnpack         (EDR_tkr            *tlr,

                            const  EBF_dir            *dir,

                                   unsigned int stripsTots);

extern int  EDR_tkrUnpackInit     (EDR_tkr *tlr);

extern int  EDR_tkrUnpackSizeof   (void);

extern void EDR_tkrUnpackReset    (EDR_tkr       *tlr);

In addition to the standard unpack and sizeof routines, this interface has two additional calls. 

· EDR_tkrUnpackInit is a one time initialization routine of the EDR_tkr structure. Think of it as a C++ constructor.
· EDR_tkrUnpackReset is used when beginning a new event (or equivalently ending an old event) to clear the context, making it ready for the new event. This call basically makes EDR_tkr forget about any towers that it has unpacked.
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	The user is once again cautioned against allocating this data structure on the stack of an embedded system. It is quite large and almost assuredly will overrun the stack unless one has carefully planned ahead.


5.1.3.2 Overview of the TKR Data Structure
The TKR data structure is built in layers with 

· EDR_tkrCluster – holds one TKR cluster

· EDR_tkrLayer – holds information about one TKR layer

· EDR_tkrTower – holds information about one TKR tower

· EDR_tkr – holds information about on TKR LAT event

5.1.3.2.1 EDR_tkrCluster
At the very bottom of the hierarchy is the EDR_tkrCluster. This may be surprising, since naively one might expect to find a strip number at the bottom. However, this 32-bit structure is more useful than a bare strip number. It has its roots in a couple of observations and design goals
· Many of the tracks in the TKR strike multiple strips. It more efficient to store these multiple hits as a central strip number and a width. Multiple strips also cause permutation problems when doing track finding, that are avoided by treating such clusters of strips as a single object. At the primitive level that the on-board software does track-finding, the multi-strips are more of a nuisance than a source of additional information

· The beginning strip number of a cluster is actually offset according the gaps accumulated between the ladders, essentially allowing one to treat this number as a physical distance. This makes the track-finding more efficient, saving it from translating a strip number to physical distance.

· Since the strip number itself is only 11 bits (for convenience 16 bits are used) and the maximum width of a cluster is less than 8 bits
, this leaves 8 bits free of the original 32. These 8 bit are used to store the applied ladder offset. Use of this offset satisfies  the original design goal of being able to recover the original data.
For reference, here is the big-endian version of the EDR_tkrCluster

typedef struct _EDR_tkrCluster

{

  unsigned char       corr;  /*!< The ladder offset correction   */
  unsigned char      width;  /*!< The cluster width              */
  unsigned short int strip;  /*!< The cluster mid-point          */
}

EDR_tkrCluster;

The code also defines a little endian version such that the 32 bit representation appears equivalent on either style machine. This allows the user visual familiarity and the ability to extract the fields using the same shift and mask operations.

5.1.3.2.1.1 Raw Strip Number Recovery
It is important to emphasize the ability to recover the original data. As mentioned before, unpacking the TKR data is a very expensive operation both in terms of time and storage. Both of these costs would double if one had to store representations of both the raw data and the ladder offset data. Having both versions of the data is necessary if one is both doing track finding and subsequently writing out the tracker data in some format other than the original EBF format. This scheme favors the track-finding needs, but the recover procedure is still computationally fairly cheap.
The reconstruction of the original data is a simple matter of removing the correction factor, easily accessible since it stored in the EDR_tkrCluster structure, locating the beginning strip number using the central strip number and width (yes, there is a simple rule for dealing with even and odd widths) and then replicating the resultant strip number ‘width’ times (essentially the strip count).
5.1.3.2.2 EDR_tkrLayer

This structure organizes all the clusters in a given layer and describes any of the possible two TOT values associated with the two layer ends

struct _EDR_tkrLayer

{

    int               map;  /*!< Map of active clusters          */
    unsigned char     cnt;  /*!< Number of clusters              */
    unsigned char    hiLo;  /*!< Have HI, LO TOT 

                                 0 = Neither 

                                 1 = LO end,

                                 2 = HI end,

                                 3 = BOTH ends                  */

    unsigned char tots[2];  /*!< TOT values for LO and HI layer

                                 ends. The validity of these 

                                 values is governed by the 

                                 hiLo field                     */

    EDR_tkrCluster   *beg;  /*!< Beginning cluster address      */
    EDR_tkrCluster   *end;  /*!< Ending    cluster address      */
}

EDR_tkrLayer;

This structure is fairly straight-forward. The only non-intuitive field is the map field. This is one of the concessions to the track-finding algorithm. Technically, the track-finder should treat this as a read-only structure. However, efficiency dictates otherwise. To that end, this field is maintained as a bit mask of those clusters still available for track-finding. Note that since it is only 32 bits wide, it can only describe the first 32 clusters. The track-finding accepts this limitation.
5.1.3.2.3 EDR_tkrTower

This structure organizes the 36 layers of the trackers into a tower.

typedef struct _EDR_tkrTower

{

    unsigned char                  id;

    /*!< Tower number                                           */

    unsigned char               lecnt;

    /*!< Total number of layer ends with active strips. By 

         implication, this is also the number of TOTs. This 

         number is just lecnts[0] + lecnt[1]                    */

    unsigned char          lexycnts[2];

    /*!< Count of number X (0) and Y (1) layer ends with 

         active strips                                          */

    unsigned short int      totOffset;

    /*!< Byte offset to the first TOT in the raw TKR record.

         This number can be used to derive the total number of 

         active strips on this layer, see the inline 

         EDR__tkrTowerNstrips                                   */

    unsigned short int            len;

    /*!< Length in bytes of raw record. This does not 

         include any end of record padding,                     */
    unsigned int            xyLoHiCnts;

    /*!< Count of Xlo, Xhi, Ylo, Yhi layer ends struck. This is

         packed from MSB to LSB as Xlo | Xhi | Ylo | Yhi        */
    int                  layerMaps[2];

    /*!< Bit map of the struck x,y  layers, LSB = layer 0, Note 

         that if one uses the FFS function to scan this list, 

         either

              * The returned value should be transformed 

                as n ^= 31 or

              * The following construct can be used to loop
                    through the layers in reverse order
               EDR_tkrLayer *layers = tkr->twrs[ntwr].layers[31];

               int n = FFS (tkr-twrs[ntwr].layerMap[xy];

               EDR_tkrLayer *layer  = layers - n;

                                                                */

    int              loHiLayerMaps[4];

    /*!< Bit map of struck layers; 

         0 = Xlo, 1 = Xhi, 2 = Ylo, 3 = Yhi                     */

    EDR_tkrLayer     layers[EDA_TKR_K_LAYERS_PER_TOWER];

    /*!< Layer descriptions                                     */

}

EDR_tkrTower;

This is another structure that has a TKR pattern inspired compromise. Normally the bits in the layer maps, i.e. the layerMaps field, would be ordered big-endian fashion, with layer 0 occupying the most significant bit. However, the pattern recognition prefers to start at the layer closest to the ACD, i.e. the highest layer number. To accommodate this, the layer bit mask is composed in little endian fashion.

5.1.3.3 EDR_tkr

This structure combines all the TKR towers to form the TKR LAT data structure.
typedef struct _EDR_tkr

{

  unsigned int      twrMap; /*!< Map of the unpacked towers     */

  unsigned int        rsvd; /*!< Reserved                       */

  EDR_tkrTower    twrs[16]; /*!< The 16 towers                  */

  EDR_tkrCluster clusters[EDR_TKR_K_CLUSTERS_MAX]; 

  /*!< Storage area for the clusters. This area should only be

       accessed by the beg and end pointers in the EDR_tkrLayer

       structure.                                               */

}

EDR_tkr;
The twrMap is actually 2-16 bit big-endian style maps. 
· The upper 16-bits are the towers that have had their strip data unpacked

· The lower 16-bits are the towers that have had their TOT data unpacked

Tower 0 is represented by the most significant bit.

5.1.3.4 Example

This example prints out the tower, layer and cluster information. For clarity, many required C statements have been omitted. The coding is not meant to be efficient, but is done in the most straight-forward way so as to be clear.
/* Compose the directory */

EBF_dirCompose (dir, npkt_bytes, pkt, siv); 

/* Unpack only the strips from all towers */

EDR_tkrUnpack  (tkr, dir, EDR_TKRUNPACK_M_TOTS_ALL);

/* Loop over the struck towers */

struck_towers = tkr->twrMap;

while (struck_towers)

{

    /* Find the next tower struck and eliminate it from the list */

    tower          = FFS           (struck_towers);

    struck_towers  = FFS_eliminate (struck_towers, tower);

    struck_xlayers = tkr->twrs[tower].layerMaps[0];

    /* Loop over the struck X layers, top-most to bottom-most */
    while (struct_xlayers)

    {

        layer          = FFS (struck_xlayers);

        struck_xlayers = FFS (struck_xlayers, layer);

        layer         ^= 31;

        cluster_cnt    = tkr->twrs[tower].layers[layer].cnt;

        cluster        = tkr->twrs[tower].layers[layer].beg;

        /* Loop over the clusters */
        while (--cluster_cnt >= 0)

        {

            printf (“Tower[%1x].layer[%2d] “

                    “Strip:Width%5d:%-3d Ladder Correction:%3d\n”

            cluster->strip,

            cluster->width,

            cluster->corr);

            cluster += 1;

        }

    }

    /* Similarly for the Y layers ... */ 

}

6 EDS_fw, Event Delivery Framework

6.0 Introduction

EDS_fw piece represents the most personality rich piece of code in EDS. The design goal is to provide a modular means of plugging in multiple event handlers. The LCB driver itself provides for only the minimum of 1 event callback routine. While this routine can be switched in and out with relative ease, what the LCB driver does not provide is a means of calling back multiple handlers.

A second design goal was to provide a means for these multiple handlers to gracefully share information without knowing about each other’s existence. 

Thus, this facility can be viewed as being composed of two pieces

· A piece to manage and schedule the callback of independent event handlers

· A piece to manage the shared of the data structures
6.1 Initialization Routines

Like any fairly complicated facility, EDS_fw needs some one-time setup. This is done by the following routines

extern int      EDS_fwSizeof  (void);
extern void     EDS_fwInit    (EDS_fw                     *fw,

                               EDS_fwMemNew            memNew,

                               EDS_fwMemDelete      memDelete,

                               void                   *memPrm,

                               EDS_fwOutputter      outputRtn,

                               void                *outputPrm,

                               LCBV_pktsRngFreeCb pktsFreeRtn,

                               void              *pktsFreePrm);

extern int     EDS_fwProcess  (EDS_fw                     *fw,

                               unsigned int               edw,

                               EBF_pkt                   *pkt);

    extern unsigned 
           int      EDS_fwDestroy  (EDS_fw                    *fw);
The next few sections step through these routines one-by-one. They are presented in order one would most commonly call them in.

6.1.0 EDS_fwSizeof

EDS_fw is a modular piece of code. That is, it has no static storage (at least writable) associated with it. Its personality is entirely contained within the EDS_fw control structure. EDS_fwSizeof returns the size, in bytes, of an EDS_fw control structure, allowing the user to allocate an instance from the heap. 
While most systems will have only one instance of EDS_fw present, nothing prohibits one from making multiple instances, say one for physics analysis and one for diagnostic purposes. 

6.1.1  EDS_fwInit
This is the equivalent of a C++ constructor for a newly minted EDS_fw control structure. One notes that there are 3 primary groupings in the call sequence

· Memory management

· Output control

· Packet free management

6.1.1.0 Memory Management

One of the stated design requirements of the EDS package as a whole is that it is as standalone as possible. To address this requirement, EDS_fw itself contains no built-in calls to memory allocators, such as malloc or free. Instead EDS_fw requires that the user provide both the allocation routine, memNew, and the memory de-allocation routine, memDelete. To ensure a modular interface, a user provided context parameter is allowed, memPrm. The call sequence of these routines is given by

typedef void *(*EDS_fwMemNew   )(void           *prm, 
                                 unsigned int amount);
typedef void  (*EDS_fwMemDelete)(void           *prm,

                                 void           *ptr,

                                 unsigned int amount);

Unfortunately, while modular, this call sequence is incompatible with system provided allocators (that’s because they are, in general, not modular), forcing one to write wrapper functions; such is the price of correct coding procedures.
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	As a side note, one may have considered using malloc and free as defaults if the user passed in NULLs. However, this is not a good choice on the embedded systems. The C standard malloc and free control only a small portion of the available heap memory on the RAD750. The bulk of the memory is controlled by MBA_alloc and MBA_free.  Since these calls would include a reference to another package (PBS), defaulting to these would violate the design goal of being as standalone as possible.


6.1.1.1 Output Routine

A common use case of the EDS_fw would be to identify the multiple event handlers with various software filters, e.g. the Gamma filter code, Muon filter code, etc. Typically a filter will decide on whether an event is accepted or rejected. The consequences associated with rejection are easy to grasp; apart from contributing to some statistics tables, the event data is flushed down the proverbial bit bucket. The action on acceptance is to output the event. However, in the case of multiple filters, typically the event should be output once and only once. Another interesting aspect of the output routine that distinguishes it from the other event handlers, is that it must be called a specific point in the life of an event, that is, after all the packets of a given event have been received.
Because of the points just made and because the filter routine only wishes that the event be output and does not care specifically how it is output, a reasonable design choice is that EDS_fw manages the output routine.  Note that if the user wishes to output the event multiple times, either to multiple streams or in multiple formats, the user is free to code up such a jacketing routine, i.e. one that calls multiple output routines and install it as the output routine.
The call signature is

typedef void (*EDS_fwOutputter) (void         *prm,

                                 EDS_fwIxb    *ixb);

At first glance, this call signature seems counter-intuitive; where is the data packet? Before addressing where it is, there is a quick explanation about why it is not an argument. The reason is because this method will not work with multi-packet events. One of the ixb data pointers must be devoted to carrying this information. In a typical system, the ixb pointer to the raw packet list or the event directory is the obvious candidates. The point here is that, unfortunately, there must be some cooperation between the event callback handlers and the output routine about how multi-packet events are to be represented.
6.1.1.2 Packet Free

This callback is responsible for freeing the input data packet. Again, the reason for the callback architecture is to eliminate dependencies on external packages. In most cases this routine will be the LCB driver’s packet free routine. However, note having this routine installed as callback rather a statically code routine allows the framework to operate where the event source is not the LCB, but, say a file driven source.
While strictly not part of EDS_fw, the callback signature or the event handler is presented here:

typedef unsigned int (*LCBV_pktsRngFreeCb)( void       *prm,

                                            EBF_pkt   *from,

                                            EBF_pkt     *to);

The parameters are
· prm - The every present user parameter. (In many case this will be the LCB handle)

· from - The address of the first address to free (beginning of a packet)

· to - The address of the last address to free (end of current packet, or more precisely, beginning of the next packet)

6.1.2 EDS_fwProcess

This is not a user callable routine, but, rather is the framework’s event callback routine. This routine plus the EDS_fw control handle should be used as the LCB driver’s (or whatever instance of a virtual LCB driver that is being used) callback handler and parameter.
6.1.3 EDS_fwDestroy

This returns all the resources garnered by the EDS framework and calls all registered handler specific destructors. It has all the usual problems of trying to reclaim context, namely, by not being at a system level it has no way to force specific handlers to gracefully shutdown, it can only request and hope for compliance. The return value is a bit mask identifying those handlers that reported problems during their shutdown sequence.

6.2 EDS_fwHandlerProcess, the Event Callback Routine

Before diving into a detailed discussion of the management and scheduling routines, it pays to step back a bit and get a bigger picture of what is going on. The easiest way to do this is to look at the anatomy of a callback. After-all, this infrastructure is here to support the needs of this callback, so it seems beneficial to get a grip on just what it is that needs supporting.

After a few false starts, it became apparent that the signature of an EDS_fw event callback routine should not be the same as the LCB’s callback signature. It was also apparent that with the possibility of multiple handlers, one did not want each to repeat the same work in the each handler. After reviewing a few use cases, it was decided that the concept of ‘work’ fell into two categories

· Work that was so fundamental that all but the most primitive callback handler would need it to be done

· Work that was fairly common, but fell outside the scope of type of generic operations of the previous case. Nevertheless when this work was performed, one did not want it to be performed multiply times.

It was also clear that callback routine both 
· Gets information (by the mechanism of its callback parameter list) from EDS_fw and 
· Provides both static (at registration time) and dynamic information (via its return code) to EDS_fw.  

6.2.0 Callback Signature

Perhaps the best way to illustrate the points in the previous section is by examining the callback’s signature.

typedef 

  unsigned int (*EDS_fwHandlerProcessor )(void             *prm,

                                          unsigned int pktBytes,

                                          EBF_pkt          *pkt,

                                          EBF_siv           siv,

                                          EDS_fwIxb        *ixb);

· prm – This is the every-present user context parameter as specified when the callback handler was registered. Although critically important to the user, it is just a bag-of-bits to EDS_fw.
· pktBytes -This is the number of bytes in the packet, as reported by the underlying packet delivery system, for example the LCB driver. This length is computed by EDS_fw from information and is example of information that is so universally needed that it is done once per packet by EDS_fw and distributed to each callback handler.

· pkt - The EBF_pkt as delivered by the underlying packet delivery system, for example the LCB driver. The astute observer will notice that these first three parameters look similar to the LCB driver’s callback sequence. In a very real sense the following transformation has happened
· LCB callback parameter (in our case the EDS_fw handle) -> user callback parameter 

· Event Descriptor Word -> number of bytes in a packet parameter
· Pkt -> Pkt
· siv - This is the state information vector, see section 2.4. It is computed from information both in the Event Descriptor Word, see 2.1.0, and in the packet itself. It is another example of information that is so commonly needed, that it is computed by EDS_fw for each packet.
· Ixb - This is a handle to the Information Exchange Block. This is where the pointers to shared information data structures can be found. These pointers represent information that should be calculated only once per event because of either the computational expense or the amount of storage it consumes. It may be either static (one can register calibration constants here, thus ensuring all consumers are using the same values) or dynamic (for example, the unpacked TKR event). The rules of the road are that all such data structures protect themselves against multiple calls on the same event. In this way, individual callback handlers may call these routines without prior knowledge of their state, and be assured that whether the work is performed at the time of the call or was performed previously, the requested work will be done when the call completes.

6.2.0.0 Return Code

The callback handler can currently return the following bit mask of information

· EDS_FW_FN_M_NO_MORE, specifies that this callback is not interested in being called back anymore on this events.

· EDS_FW_FN_M_DIR, specifies that the callback is requesting EDS_fw to construct a directory of the event. To make sense, this must be specified on the first packet of the event. Currently EDS_fw does not go back and retro-fit an event with a directory.

EDS_FW_FN_M_OUTPUT, specifies that the callback is requesting EDS_fw to call the registered output routine after the last callback on the last event packet is completed.

6.3 Management and Registration Routines
These EDS_fw routines do the management and scheduling of individual event handlers. 
extern int          EDS_fwRegister   (EDS_fw               *fw,

                                      int             priority,

                                      unsigned int     objects,

                                      unsigned int       needs,

                                      EDS_fwHandlerProcessor

                                                     processor,

                                      EDS_fwHandlerFlush

                                                         flush,

                                      EDS_fwHandlerDestructor

                                                    destructor,

                                      void                *prm);

extern unsigned int EDS_fwChange     (EDS_fw               *fw,

                                      unsigned int    newState,

                                      unsigned int     targets);

extern unsigned int EDS_fwFlush      (EDS_fw               *fw,

                                      unsigned int        list,

                                      int               reason);
extern int          EDS_fwUnregister (EDS_fw               *fw,

                                      int             priority);

6.3.0 EDS_fwRegister

This routine registers a callback handler with the specified EDS_fw control structure.  The meaning of the each of these parameters is explained in the next few sections.
6.3.0.0 EDS_fw.priority
An event handler must provide an identifying priority to the EDS_fw scheduler. The priority determines both the call back order, with 0 being the highest priority and identity of the callback handler, servicing as reference handle for controlling it. Since the priority also serves as a callback’s identity, each callback handler must have a unique priority. This requirement limits the number of callbacks that EDS_fw can manage to 32.

The priority is specified in the form of a single integer with allowed values of 0-31 and -1.
· A value of 0-31 indicates an absolute priority.
·  If that priority slot is not occupied, EDS_fwRegister assigns it to this handler.
·  If that priority slot is occupied, EDS_fwRegister returns an error.
· A value of -1 indicates to EDS_fwRegister to assign the next highest priority available. 
· If a priority slot is available, EDS_fwRegister returns the assigned priority.
· If no priority slot is available, EDS_fwRegister returns an error.

6.3.0.1 EDS_fw.objects

This is a bit list of the objects managed by EDS_fw that this callback requires. Upon registration, if not already allocated, an instance of this object will be allocated and its constructor will be called. A pointer to the allocated object will be seeded into the Information Exchange Block. Once the object is allocated and constructed, any and all callback routines are free to use it. The routine may locate the object using the appropriate index into the Information Exchange Block’s list of pointers.
Requiring that each callback handler declare which objects it needs allows objects to registered and not allocated until needed. When all callbacks that require an object are ‘unregistered’ the object is automatically destroyed. Using a scheme like this allows one to populate the object table, but only consume the resources when needed.

6.3.0.2 EDS_fw.needs

This is a bit list of the services needed by this object. EDS_fw provides the following services

· Callback needs

· EDS_FW_FN_M_FIRST – call back on the first packet of every event

· EDS_FW_FN_M_MID – call back on all middle packets of multi-packet events

· EDS_FW_FN_M_LAST – call back on the last packet of every event

· Directory needs

· EDS_FW_FN_M_DIR – have EDS_fw construct a directory on the call back’s behalf

The directory needs request is straight-forward, but the callback needs may have a bit more going on than meets the eye. The quirkiness occurs in the most common case, that is signal packet events. The question is, how should EDS_fw treat a request to be called back on the first packet of ever event and on the last packet of every event for single packet events. EDS_fw takes the request quite literally and calls the callback routine back twice. The reason for this is more than just laziness on the part of EDS_fw.  If the callback routine requests either statically during its registration, or dynamically, via its return code after being called back the first time as the first packet in an event, that it wishes a directory formed,  the directory will be formed before the second call is performed. 

This strategy affords a lot of flexibility to the callback routine. For example, a typical filter may be able to make a quick decision on based on information in the GEM contributor, If no decision can be reached, it may then decide that it cannot make any further progress towards a decision until after all packets of an event are in (it does not need to process the middle packets) and a directory is formed. 

Since the GEM contributor can never be split (it is the size of the minimum quantum of transfer), a reasonable way to register the filter’s callback handler is to specify
· EDS_FW_FN_M_FIRST – to make sure it gets called back on the first packet

· EDS_FW_FN_M_LAST – to make sure it gets called back on the last packet

If, after the first packet is serviced, it decides to reject the event it returns

· EDS_FW_FN_M_NO_MORE – canceling it’s request to be called back on the last packet

If, however, it reaches no decision, it should specify

· EDS_FWN_FN_M_DIR

In this fashion, many events can be quickly rejected with only the overhead of a call on the first packet.

By way of contrast, a simple routine to produce a formatted dump of the event may specify

· EDS_FW_FN_M_LAST – only interested when the complete event is in

· EDS_FW_FN_M_DIR – need a directory to do my work

6.3.1 EDS_fwChange
This changes the state of a list of previously registered event callback handlers. By default, event callback handlers are initially in the disabled state. In this state EDS_fw is aware of them, but will not include them in the list of routines to be called back. 

In addition to the control handle, EDS_fwChange accepts two bit list
· A bit list of priorities indicating which of the targeted handlers should be disabled (bit value = 0) and which should be enabled (bit value=1)

· A bit list of priorities indicating the target set of handlers. Only those handlers with a bit value of 1 will be affected; those with a bit value of 0 will not have their state set.

This simple shard of code indicates how one would enable, then disable a handler of priority priority.

/* Enable handler with priority = priority */
previously_enabled = EDS_fwChange (fw, 

                                  EDS_FW_MASK (priority),

                                  EDS_FW_MASK (priority));

.

.

.

/* Disable handler with priority = priority */
previously_enabled = EDS_fwChange (fw, 

                                  0,

                                  EDS_FW_MASK (priority));

6.3.2 EDS_fwFlush
Because the LAT DAQ system is a heavily pipelined system, one needs a specific command to clean the pipes. EDS_fwFlush currently flushes only the partially accumulated statistics. In the future it may be called on to do more extensive operations.

Its call interface is demands 
· The usual EDS_fw control handle

· A bit list of those handlers to flush

· The reason for the flush

Typically this function would be used to periodically flush statistics based on a timer or to flush the system at the end of data taking.

6.3.3 EDS_fwUnregister

This call permanently removes the specified handler from EDS_fw’s list of registered handlers. The priority slot occupied by this handler is now free to be used by another handler. As a side effect, EDS_fw may return shared resources in the Information Exchange Block if this handler was its only customer.

6.4 EDS_fwIxb – The Information Exchange Block

This structure and the interfaces to it control the other major aspect of the EDS_fw facility, the shared information block. The IXB manages a block of 32 pointers. The user of EDS_fw registers the meaning of these blocks plus some information on how to manage them.
The call interface is

  extern int EDS_fwIxbObjAdd  (EDS_fw                         *fw,

                               int                         object,

                               int                           size,

                               EDS_fwIxbObjConstructor  construct,

                               EDS_fwIxbObjDestructor    destruct,

                               EDS_fwIxbObjReset            reset);

Currently there is no EDS_fwIxbObjRemove. 

The call parameters are
· The EDS_fw handle

· A number 0-31 identifying the object

· The size, in bytes, of the object. The object is allocated using the memory allocator specified in the EDS_fwInit call. If this value must be specified as a non-zero value.

· A constructor used to initialize the allocated memory

· A destructor used to teardown any internal resources the constructor may have allocated

· A reset routine that is called at the end of last packet of each event in the scheduling loop. This routine is meant to wipe any context that may have accumulated from the current event and prepare it for the next event.

Any or all of the callback routines may be NULL. The signatures of these functions are:

typedef unsigned int (*EDS_fwIxbObjConstructor)(void *ptr);
typedef unsigned int (*EDS_fwIxbObjDestructor) (void *ptr);
typedef void         (*EDS_fwIxbObjReset)      (void *ptr);
The only parameter is a pointer to the object. Missing is a user context parameter. This is a decision that may to regretted, but it was felt that these were singleton objects and that a parameter served no purpose. 
6.4.0 EDS_fwIxb – The Data Structure

The EDS_fwIxb data structure is presented here for reference purposes only. In general the user should never write to this structure, and should only read it in the context of an event callback routine or the output callback routine.

The EDS_fwIxb block and its support structures are:

/* EDS_fw’s internal information block                           */
typedef struct _EDS_fwIxbInfo

{

  unsigned int sequence; /*!< Event sequence number              */

  unsigned int     size; /*!< Total size of event to this point  */

  unsigned int    npkts; /*!< Number of packets in this event    */

  unsigned int     rsvd; /*!< Reserved                           */

}

EDS_fwIxbInfo;
/* EDS_fw’s reserved usage of the first 8 pointers               */

typedef struct _EDS_fwEvt

{

  void                  *raw;  /*!< Not used yet                 */
  EBF_dir               *dir;  /*!< The event directory          */
  EDR_acd               *acd;  /*!< ACD,  unpacked event         */
  EDR_tkr               *tkr;  /*!< TKR,  unpacked event         */
  EDR_cal               *cal;  /*!< CAL,  unpacked event         */
  void               *acdCal;  /*!< ACD,  calibration constants  */
  void               *tkrCal;  /*!< TKR,  calibration constants  */
  ECR_cal            *calCal;  /*!< CAL,  calibration constants  */
}

EDS_fwEvt;

/* The EDS_fwIxbBlk of 32 generic pointers                       */

typedef union _EDS_fwIxbBlk

{

  void   *ptrs[32]; 

  /*!< Referenced as a block of 32 generic pointers              */

  EDS_fwEvt    evt; 

  /*!< The reserved event block                                  */

}

EDS_fwIxbBlk;

/* The full EDS_fwIxb, dressed with its control/management info  */

typedef struct _EDS_fwIxb

{

  unsigned int       objects;  /*!< Allocated objects            */
  unsigned int         valid;  /*!< Validity information         */
  EDS_fwIxbInfo         info;  /*!< Unmanaged information        */

  EDS_fwIxbBlk           blk;  /*!< The block of pointers        */
}
EDS_fwIxb;
Ignoring the management members, one can see that the EDS_fwIxb data structure consists of two primary pieces

· The EDS_fwIxbInfo, this block is filled in on a packet-by-packet basis and made accessible to the callback handlers. In some sense, it is information on a par with the npktBytes  and siv  parameters passed into the callback routine. However, it was thought that this information was in general less useful, and, therefore did not warrant the visibility it would command as more parameters. In addition, it was thought that this might be a growth area. Passing the information in this indirect fashion made it easier to extend in a backwards compatible way

· The EDS_fwIxbBlk of 32 generic pointers. Note that this is a union with the EDS_fw facility reserving the first 8 of these pointers for its own purposes. Remember, however, that even though EDS_fw automatically adds these objects to the managed IXB list, they are not allocated or initialized until they have a customer in the form of a callback handler that declares it uses this object.



























































































































































































































































































� The technical implementation is accomplished within the EDS requirements file. A macro EDS_pbs_shr is defined to point at EDS_edspbs__shr for host platforms and PBS_pbs__shr for embedded platforms. Packages that link against EDS and  wish to maintain independence from PBS are encouraged to use this macro. It is publicly exported.


� To obtain these numbers the TKR data most be serially decoded, a very expensive operation.


� The maximum width is limited by two factors, (1) a cluster is not allowed to cross a ladder boundary (384 strips), (2) a cluster can not exceed the maximum number of strips that a GTRC can readout (64).





9

Version V0-0-1

_1072182281.doc
[image: image1.png]





 












